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Biometric Matching

This talk: Biometric deduplication service using
MPC

Prevent users signing up to services more than once

World ID

Unique identifer for the internet

Use to proof humanity in zero-knowledge

Aid distribution by red cross [ELS+24]

Scarce resources

⇒ Ensure everyone gets aid only once

Uniqueness enforced via iris scans stored in database
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Database Check

Centralized database has privacy concerns and
potentially allows misuse

Database full with biometric data

Partial information about iris can be reconstructed
from code

Deny giving out an ID for specific individuals

⇒ Decentralize iris code database

Split database amongst multiple organizations
securely using MPC
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Decentralized Iris Database using MPC

MPC-shared database

Orb secret-shares new iris code

Compute similarity check
protocol in MPC

⇒ No database holder learns
database content or new iris code

But: Overhead of MPC protocols

Janus [ELS+24]: ∼2k iris
code comparisons per minute

World ID database:
11 million and growing
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The Protocol
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Iris Similarity Check Protocol

Iris code c⃗ with mask m⃗

Mask hides faulty bits

Match new iris code against whole database

Comparison of two iris codes via fractional hamming distance

m⃗ = m⃗1 ∧ m⃗2

ml = CountOnes(m⃗)

hd = CountOnes((c⃗1 ⊕ c⃗2) ∧ m⃗)

hd/ml < t ∈ R

⇒ Simple protocol, but difficult to do efficiently in MPC
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MPC-Problems

Mixed operations

Hamming-distance: XOR (boolean), Sum (16-bit integer)

Comparison (boolean)

Data sizes:

1 iris code ≡ 12 800 bits

Current database size: ∼11 million iris codes

⇒ Communication overhead

Janus [ELS+24] use garbled circuits

Communication is reason for throughput of only ∼2k comparisons per minute
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Our Techniques

Rewrite hamming distance to dot product:

Biggest factor in communication

hd([a⃗], [b⃗]) = CountOnes([a⃗]⊕ [b⃗]) =
∑
i

[ai ] +
∑
i

[bi ]− 2 · ⟨[a⃗], [b⃗]⟩

Communication is 1 dot product

Honest majority MPC: Communicate just one ring element!

Threshold comparison:

If subtraction does not overflow, then rewrite to MSB extraction:

[a] < [b] ⇔ MSB([a− b])

Arithmetic to binary conversion efficient in 3-party repliacted secret sharing
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The Protocol

Orb shares bits using Shamir secret sharing over Galois ring Z216 [X ]/(X 2 −X − 1)

Smart choice of quotient polynomial:

(a0+a1X )·(b0+b1X ) mod X 2−X−1 = (a0b0 + a1b1)+(a0b1+a1b0+a1b1)X

⇒ Dot product cost as without MPC

Constant term of Galois-Ring multiplication is dot-product of 2 Z216 elements.

Lagrange coefficient λ for translation to 3/3 additive sharing can be multiplied onto a
beforehand.

Don’t even need to compute X term.

[c0 + c1X ]Add = [c0]Add + [c1]AddX = (λ · [a0 + a1X ]Shamir) · [b0 + b1X ]Shamir
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The Protocol (cont.)

Dot product is additive sharing over Z216

⇒ Translate to 3-party replicated sharing (ABY3 [MR18]) over Z216

Communicate one 16-bit integer

Lift to Z232 , approximate t = a
b , compute MSB(a · m− b · hd)

More optimizations in paper

Runtime [ms] Data [kB] Throughput (comparisons/s)

2x dot 130.61 400 765.6×103

Threshold 14.47 2138 6910.9×103

Total 145.08 2538 689.3×103

Singlethreaded benchmark for DB with 100 000 iris codes.
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GPUs
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GPU Implementation

Two phase protocol

Dot product is compute-heavy

Threshold is network heavy

Dot-product well suited for GPU’s

Thresholds?

Nvidia NCCL:

GPUs directly communicate over network

No GPU ⇔ CPU data transfer (DMA)

Rust cudarc library

⇒ Execute whole protocol on multiple GPUs

MPC
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GPU Performance

Real-world benchmark:

Database size: 4.2 million codes

Match a batch of 32 people

62 codes per person (2 eyes, 31 rotations)

Total batch: 1984 codes

8x H100 GPUs per party, network connection with (theoretically) 3.2 Tbps

Runtime [ms] Throughput (comparisons/s)

2x dot 370.57 22.46 ×109

Threshold 1569.23 5.30 ×109

Total 1939.80 4.29 ×109

10 / 14



Deployment
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Deployment

GPU code is currently deployed in World ID infrastructure

World has deleted pre-MPC iris database

3-party semi-honest, honest majority MPC protocol

Nodes operated by independent, reputable partners

3x Universities

1x well-known research company

⇒ No access for World Foundation
Source code
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https://github.com/worldcoin/iris-mpc


Road to Deployment

Initial prototype development quite rapid

... but considerable overhead for production version

First CPU prototype in March 2024 → Final release in Oct 2024

Performance:

GPU acceleration

Batching requests

Fully utilizing NCCL networking

Async processing (GPU/CPU,
Dot/Threshold between batches)

GPU memory management

Production-readiness:

Request/Response handling

Error handling & Robustness

Tracing & Metrics

Migrating DB to secret-shared DB

Keeping DB of shares in sync

Audit
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Further/Future Considerations

Performance:

Nodes co-hosted in same data center

Required for DMA + low latency & higher bandwidth

Security:

Nodes will run in TEE, attesting loaded software image
Improves collusion resistance

Improves security against malicious actors and data center

TLS not simple to enable for DMA → Network messages encrypted on GPU

Orb has software attestations and will have ZK proofs for correct sharing

Redundancy:

3-party MPC protocol

4 parties have Shamir shares (only 3 active computing parties)
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Conclusion and Future Work

Learnings:

Consider GPUs for massively improved throughput

Clever protocol optimizations + fast hardware:

⇒ MPC can be fast enough for real world use cases with millions of users

Current Work: Graph-based MPC search (HSNW)

Logarithmic cost in DB size vs. quantifiable leakage

Extending to other identification sources (passport, ...)

Easier MPC protocol vs. less uniqueness guarantee

Paper
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https://eprint.iacr.org/2024/705


Questions
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